
 

3rd International Workshop on Euler Diagrams, July 2, 2012, Canterbury, UK. 
Copyright © 2012 for the individual papers by the papers' authors. Copying permitted for private and 
academic purposes. This volume is published and copyrighted by its editors. 

Aesthetic and Practical Concerns in the  
Drawing of Euler and Venn Diagrams: 

Case Studies using SVG 

David Dailey 

Computer Science Department, Slippery Rock University, Slippery Rock, PA, USA 
david.dailey@sru.edu 

Abstract. SVG is a graphical language standardized by the World Wide Web 
Consortium for the display of vector graphics on the WWW. It would appear to 
be precisely appropriate for drawing Euler and Venn diagrams so that those 
drawings would scale properly to different display devices. This paper presents 
techniques for using SVG for doing exactly this as well as investigating a varie-
ty of aesthetic considerations that might improve the “explanatory power” of 
such diagrams. Such features as the smoothness and convexity of curves, the 
angles and distances between their intersections, the areas of resultant regions, 
colors and other markings of the curves, as well has how to bring about these 
effects are considered.  

1 Introduction 

SVG or Scalable Vector Graphics has been the World Wide Web Consortium’s 
(W3C) recommended standard for web-based vector graphics since 2001 [1]. Its im-
plementation by web browsers, however, has been somewhat slow, with Opera, Fire-
fox, Safari and Chrome all providing some support during the years 2005 to 2008, but 
Microsoft not providing support, finally, until 2011, with the release of Internet Ex-
plorer 9 [2] . 

SVG is an XML language that provides formulaic descriptions of graphics that al-
low quicker download times than bitmapped formats (such as GIF, JPEG and PNG), 
rescaling to the device resolution (so that clarity may be preserved as an image is 
zoomed in upon or printed), and interactivity (meaning that images may be modified 
dynamically through JavaScript). By being a W3C standard, SVG ensures interopera-
bility with the other web standards such as HTML, CSS, DOM, JavaScript and 
AJAX. 

It is a language particularly well-suited to the creation of mathematical illustrations 
such as graphs [3], Voronoi diagrams [4], and, as will be argued in this paper, Euler 
and Venn diagrams. In part, this advantage owes to the portability and scalability of 
this form of graphics (supported by all modern web browsers and about 1 billion cell 
phones [5]), but SVG also brings advantages toward addressing certain aesthetic con-
cerns, as these diagrams are used as explanatory constructs in teaching disciplines 
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ranging from Computer Science to Psychology and Philosophy  [6] 
(http://www.jfsowa.com/ontology/ontoshar.htm). This paper will also pre-
sent some of these aesthetic concerns and will critically examine SVG’s suitability for 
addressing them.  

Overall, the paper will conclude that while SVG is very appropriate and, in fact, 
easy to use to create illustrations that will be of value to the diagramming community, 
some of the more advanced features of the language (like filters and animation) still 
suffer from inconsistent support across browsers, while other aspects of the language 
appear to suffer from under-specification within the W3C specification. It is hoped 
that some of these concerns can be addressed within the nascent SVG 2.0 specifica-
tion currently under development by the W3C. 

2 Several Aesthetic Concerns for the Presentation of Set 
Theoretic Diagrams 

Intrinsic to the study of Venn and Euler diagrams are several terminological distinc-
tions and a few presuppositions that seem to be motivated by aesthetic considerations. 
For example, the concept of a simple Venn diagram [7] is based on the notion that no 
more than two curves should intersect at a given point. The very definition of Venn 
diagrams begins with the concept of the simple closed curve, despite the fact that 
certain set relations might be better represented by complex closed curves such as 
shown in figure 1. And included in the basic definition of Venn diagrams is another 
primarily aesthetic concern: the notion that all distinct regions in the plane should 
have differing inclusion relations (i.e., that no two subregions should be subregions of 
exactly the same collection of regions). We also, generally speaking, prefer smooth 
closed curves rather than ones with sharp edges, and prefer the regions each to be 
“large enough” (certainly to be visible). 

 
Fig. 1. An Euler diagram in which the absence of certain regions (AC and BC are null) moti-
vates the use of  closed curves that are not simple. This image is available in vector format at 
http://cs.sru.edu/~ddailey/svg/NotSimple.svg.  
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This section will discuss several aesthetic concerns that can be, in some sense of 
“perceptual distinguishability,” be added naturally to these diagrams to enhance their 
“readability.” 

2.1 Aesthetic Criteria for Venn and Euler Diagrams 

1. Curves should be, when possible, simple closed curves. The example of Figure 1 
illustrates a situation in which, for sake of accurate adherence to the set relations, 
this may not be possible. 

2. Curves should be smooth. Certainly the investigation of polygonal diagrams is of 
interest to combinatorists, but smooth curves are easier for the eye to follow. 

3. When possible, curves should be convex. This appears not always to be possible, 
and the constructions of n-Venn diagrams, for any n, by both Venn and Edwards 
[7] rely on curves that have numerous concavities. But curves that do not have fre-
quent changes of direction (from convex to concave) are intuitively easier for the 
human eye to follow. 

4. The number of intersections between any pair of curves should be not only finite, 
as required by the standard definition, but small.  Once again, this relates to the 
perceptual ease of understanding a diagram, though two completely convex curves 
may intersect at arbitrarily high numbers of points (as, for example, two regular n-
gons each centered at the same point, with one slightly rotated about the center). 

5. The number of curves that meet at a given point should be minimal. While many 
inquiries of Venn diagrams seek to minimize the number of intersections in the en-
tire diagram (to make the graph of the diagram have fewer nodes), such diagrams 
are harder for the eye to traverse and must often rely on additional visual cues such 
as color to make the various curves distinguishable. According to this criterion, di-
agrams whose graphs are four-regular are preferred. 

6. The points of intersection between regions should be relatively far apart, when pos-
sible. Cleary, if more than two curves intersect at a given point, then the distance 
has been eliminated altogether, but again, for ease of perception, it is best to ensure 
that these intersections are not so close together that confusion should result. 

7. When two or more curves intersect at a given node, the angles of intersection 
should be “relatively high.” For example, in the four diagrams in Figure 2, diagram 
1, is the  relatively “classical” presentation, with each circle passing through the 
center of the other, producing an angle of intersection of sixty degrees. In Figure 2, 
the angels between the curves is maximized at  ninety degrees. While it is arguable 
that diagram 1 may be preferable to diagram 2, this would probably stem from the 
relative sizes of the regions, a factor addressed in criterion 8 which follows. 

8. The regions of the Venn diagram should be relatively “large.” While in certain 
contexts, we may wish to ensure that the areas of regions is proportional to the car-
dinality of the sets and intersections represented by the diagrams [8], absent this 
empirical constraint, it is expected that the human perceiver will more readily 
make sense of the subset and overlap relations when the regions are large enough 
to be labeled, shaded, or colored, and certainly, large enough to be seen. 



80 

 
 

Fig. 2. Diagrams illustrating different sizes of regions and angles of intersection. This image is 
available in vector format at http://cs.sru.edu/~ddailey/svg/intersection.svg.  

9. Regional markings (coloration, patterning or shading) should maintain “family 
traits.” That is, each of the subregions of a curve should bear some resemblance to 
one another, and certainly to the “undiluted” pure set as it appears outside the in-
tersections with other sets. In Figure 3, the first two diagrams (at upper left) present 
the traditional additive and subtractive color models as rendered in SVG. And 
though, each subregion inherits its chroma from its parents, this fact is rather lost 
on many human perceivers who see no particular resemblance between black or 
white and the surrounding colors. 

10. Notwithstanding criterion, 9, the markings (coloration, patterning or shading) of 
regions should, nevertheless, be maximally distinguishable, from one another, par-
ticularly when regions are adjacent. In the sixth diagram of Figure 3 (lower right) 
the four lowermost regions within it are not so perceptually distinguishable as we 
might prefer.  

 
Fig. 3. Various Venn diagrams marked with different colors in an attempt to satisfy criteria 9 
and 10. This image is available in vector format at cs.sru.edu/~ddailey/svg/V11.svg. 
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Among these ten criteria are many principles that rather work against one another. 
Distinguishability of regions (criterion 10) and family resemblance (criterion 9) call 
for opposing solutions. Likewise, as seen in Figure 2, maximizing the angles of inter-
section of curves, is in contrast with maximizing the areas of the regions inside, par-
ticularly for the preferred convex curves. This, however, is the nature of aesthetics: a 
compromise, ultimately between several competing criteria. One seeks to minimize 
confusability at several different parts of a rather complex psychophysical realm. In 
subsequent sections, we’ll look at how some approaches to working in this realm 
using SVG. 

3 Basics of Using SVG 

Those readers familiar with HTML will find SVG quite natural. It is a markup lan-
guage complete with tags (inside angle brackets “<” and “>” ) and attributes. The tags 
of SVG are typically geometric things like <line> <circle> <rect> (for rectan-
gle), and the attributes are things like r=20 that might specify the radius of a circle, or 
width=200 that might specify the width of a rectangle.  Sometimes, for sake of reus-
ing code, we may group objects together using the group element <g>, and reuse them 
using the <use> element. SVG also has transforms (for rotation, translation and resiz-
ing), patterns (for specifying customized patterns for use in filling curves), and filters 
(for modifying the way that regions appear).  

SVG is visible in all modern browsers (meaning that you will have to use Internet 
Explorer 9 or 10 to see it) and many mobile devices (including i-phones, Androids 
that run IceCreamSandwich, Blackberry Playbooks, and dozens of others) for a total 
number of devices estimated at 1 billion [5]. However the SVG specification [9] is 
complex and has taken several years for most browsers to implement. Currently, sup-
port is quite thorough and consistent for basic SVG, but is a bit spotty for more ad-
vanced features like filters and animation [10]. 

To get started, one may copy the following code (also available at 
http://cs.sru.edu/~ddailey/svg/simplest.svg) into a text editor and 
save it as simplest.svg. Once saved in a place that is visible to web browsers (typical-
ly, a web server, though one’s own hard drive will generally work), then one may 
simply open the file with a (modern) browser to see. 

<svg xmlns="http://www.w3.org/2000/svg"> 
<circle r="50"/> 
</svg> 

This should succeed in drawing a black circle centered at the extreme upper left 
corner of the web browser. To some extent, it is the simplest SVG document possible.  

Much more about how to use SVG to draw far more elaborate illustrations, and 
even interactive web documents, can be seen in the W3C’s SVG Primer [2]. 
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4 Drawing Curves: using circles, ellipses and paths. 

SVG has several drawing primitives, including polygons, rectangles, and the like, but 
for these purposes we will concentrate on how to draw smooth curves: circles, ellipses 
and paths.  

4.1 Drawing circles 

While the above simplest code adds only one attribute (r for radius) to the <circle>,  
more attributes may be added to vary its center, the colors of both its boundary and 
interior, and other aspects. As shown in Figure 4, the coordinate system places the 
origin (0,0) at the top left of the browser window, with x increasing to the right and y 
increasing downward.  

 
Fig. 4. Circles drawn with increasingly more complexity and attributes. This image is available 
in vector format at cs.sru.edu/~ddailey/svg/circles.svg . 

As can also be verified from the above, fill controls the color (or gradient or pat-
tern) that is placed into a shape; its default value is black.  If the center of the circle 
(cx,cy) is not specified, then it is assumed to be (0,0) . 

Two other things about circles (and by extension the more complex shapes like el-
lipses and paths) in SVG should be known. We may make the interior of a circle in-
visible by setting fill=”none” and we may vary the opacity of the stroke and the fill, 
independently as shown in Figure 5. Both of these will prove useful in drawing of set 
theoretic diagrams. 
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Fig. 5. Making a circle empty or partly transparent. This image is available in vector format at 
cs.sru.edu/~ddailey/svg/opacity.svg . 

The magenta circle in the second diagram of Figure 5 has its opacity set to .4. 
Hence it will be 40% opaque and 60% transparent. The stroke-opacity attribute has 
not been adjusted, meaning that its value remains the default: 1.0, or 100% .  

4.2 Ellipses 

Ellipses are drawn in SVG much like circles except for having two radii: rx, and ry 
representing the distances from the center to the horizontal and vertical extremities. 
And unlike circles, rotation is relevant for ellipses, allowing us, for example, to draw, 
Venn’s symmetric construction of one of the two 4-Venn diagrams. This example 
shows some of SVG’s power for creating these sorts of illustrations. 

In Figure 6, an initial ellipse is drawn. Because other ellipses will share the same 
stroke-width (3), stroke color (black) and the same fill (none) , it is nestled inside a 
group (a <g> tag) so that it, and all other versions of it, may inherit these shared at-
tribute values. So that the drawing will have vertical symmetry, the ellipse is then 
rotated 60 degrees, about its center (250,150), using the transform attribute: 

<g  stroke="black" fill="none" stroke-width="3" > 
   <ellipse id="E" ry="55" rx="100" cy="150" cx="250"  
transform="rotate(60, 250,150)"/> 
</g> 

 

 

 

 

 

Fig. 6. The sixteen regions of a 4-Venn diagram drawn with congruent ellipses. The SVG ver-
sion can be seen at cs.sru.edu/~ddailey/svg/fourVenn1.svg . 
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Next the ellipse is cloned using the <use> element, with the resulting code appearing 
as this: 

<g  stroke="black" fill="none" stroke-width="3" > 
  <ellipse id="E" ry="55" rx="100" cy="150" cx="250"  
transform="rotate(60, 250,150)"/> 
  <use xlink:href="#E" transform="translate(-40, 45)"/> 
  <use xlink:href="#E" transform="rotate(60, 250,150)"/> 
  <use xlink:href="#E" transform="translate(40, 45) ro-
tate(60, 250,150)"/> 
</g> 

The initial ellipse has been given an id (“E”) which can be referred to later (as #E 
in the use elements). There are three reuses of the ellipse named E: one is simply 
translated down 45 pixels and leftward 40 pixels. Another one is rotated an additional 
60 degrees about its center. The final one is both rotated and translated. In SVG mul-
tiple transforms are performed from right to left, so that this last ellipse is first rotated 
60 degrees from the original, and then repositioned into alignment. Another way of 
efficiently reusing code can be used in the construction of the radially symmetric 5-
Venn diagram, shown in Figure 7,  using the <replicate> tag, that is being consid-
ered for addition to SVG 2.0.  

 
Fig. 7. A radially symmetric Venn diagram on 5 curves, drawn with only 10 lines of markup 
using <replicate>. The SVG version can be seen at 
http://cs.sru.edu/~ddailey/svg/repVenn3.svg 

4.3 Paths 

The use of SVG paths is particularly useful for drawing smooth curves with con-
cavities. Using the <path> element, the diagram author has complete control over the 
slope of curves at the specified endpoints.  

We will illustrate two uses of SVG paths, including the components for both quad-
ratic and cubic Bézier curves, to draw a figure eight and a trefoil. 

In a nutshell, SVG paths (see [11]) shape a curve using components based on lines, 
circular arcs, and Bézier components. The Bézier components allow us to draw, be-
tween any pair of points, a curve that visits both points and does so from any desired 
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angle. Let us consider just a figure-eight curve such as shown in Figure 8, below (and 
at http://cs.sru.edu/~ddailey/svg/figureEight.svg). 

Fig. 8. Drawing a figure-eight using quadratic and cubic Bézier segments. 

The code for this figure is as follows: 

<path d=" 
 M 300,200  
 Q 500,100 500,200  
 Q 500,300 300,200  
 C 100,100 100,300 300,200 
"/> 

Note that the curve begins at the point, 300,200, as marked and then progresses “in 
the direction” of the point 500, 100, finally ending up (after the first “Q”) at 500,200. 
From there, it now heads south in the direction of 500,300, ultimately returning to 
300, 200. That is, the two quadratic components of the curve are controlled by the 
collinear points (500,100) and (500, 300). The slope of the curve as it begins at 
(300,200) is ½ and, as it returns to (300,200) it is -½ . At the midpoint of its double 
quadratic swoop, the path is momentarily vertical. The cubic component while simi-
lar, uses two control points (chosen to be collinear with those of the quadratic compo-
nent) so as to assure that its slopes at (300,200) are likewise ½ and – ½ . This demon-
strates how we might stitch smooth segments together while controlling their slopes at 
key points such as intersections. 

Circular arc components are conceptually a bit simpler, however, given two points 
and a radius of a circle that passes through both, there are, in fact, four circles that 
satisfy those constraints. Thus, the syntax for drawing arcs specifies with a few attrib-
utes which of those four curves is actually intended. (The interested reader is directed 
to the illustration at [12]) 

Without going into detail about this syntax, observe from Figure 9, that we may 
use circular arcs to adjoin line segments into smooth curves (in the sense of being 
continuously differentiable.) 
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Fig. 9. A curve with three linear components and three circular components. 

The curve at left in Figure 9 is drawn via the following code: 

<path d="M 150,300  L 250 300   
      A 50 50 0 1 1 200 350 
     L 200 150   
      A 50 50 0 1 1 250 200 
     L 150 200 
      A 50 50 0 0 0 150 300 
"/> 

while the curve at the right emphasizes the linear components (L) and the arc compo-
nents (A) as well as the six connecting endpoints {(150,300), (250.300), (200,350), 
(200,150), (250,200), and (150,200)} . 

Without much difficulty, one can interrupt this curve at key points of overlap to create a 
roadway with bridges as shown at http://cs.sru.edu/~ddailey/svg/notknot3.svg.  

By redirecting some of the arcs of Figure 9, we may “reattach” some of those arcs, 
as shown in the following code to produce the shape on the left in Figure 10: 

<path d="M 150,300  L 250 300   
  A 100 100 0 0 0 340 245 
  A 100 100 0 0 0 250 100 
  A  50  50 0 0 0 200 150 
 L 200 350   
  A  50  50 0 0 0 250 400 
  A 100 100 0 1 0 250 200 
 L 150 200 
  A 50 50 0 0 0 150 300 
"  /> 
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Fig. 10. Two versions of the trefoil. Left: using circular arcs; right: using Bézier curves. 

The code for the diagram on the left of Figure 10 can then be generalized as shown 
in the diagram on the right, by using Bézier curves and making sure, as shown earlier 
in Figure 8, that the curve remains smooth. 

<path d="M 200,200 Q 300, 174.12 400,200  
C 600, 251.76 444.82,520.52 300,372.2  
Q 227.59,299.54 200,200  
C 145.82,0.82 455.18,0.82 400,200  
Q 372.41,299.54 300,373.2  
C 155.18,520.52 0,251.76 200,200  
"/> 

Traffic diagrams flowing along these curves, when drawn as knots, can be seen at 
cs.sru.edu/~ddailey/svg/knot1.svg and 
cs.sru.edu/~ddailey/svg/knot2.svg , while a similar illustration with 
Borromean rings can be seen at cs.sru.edu/~ddailey/svg/rings.svg . 

5 Marking territory: shades, colors and patterns. 

A cursory examination of Euler diagrams sampled in situ from the web, suggests that 
color (either as what SVG would call fill or stroke) is used to aid the viewer in “read-
ing” the diagram. The concepts that such diagrams are used for (for example differen-
tiating between the British Isles and the British Islands1 [13], are frequently fairly 
complex (why else would we need a picture?), and as such helping the reader to parse 
the visual information seems to be one of the only uses of color (as articulated in Aes-
thetic Principles 9 and 10): namely to help recognize family traits (that subregions 
inherit from their regions) and to illustrate the individual differences (that distinguish 
subregions from their various containers, subsets and siblings). 

However, color need not be the only way of doing this, and several centuries of 
printing with black ink have undoubtedly helped to inform the ways of “illustrating 
overlap” between geopolitical regions with and without the use of color. Techniques 

                                                           
1  One might guess this to be a particularly difficult set of distinctions for American speakers 

of English. 
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of shading, coloring and patterning have been investigated by researchers in a broad 
array of fields (as instantiated by the visualization work of Ian McHarg and Edward 
Tufte). To what extent can some of these methods of conveying family resemblance 
and individual differences be expressed within SVG? 

The simplest technique for combining markings of regions is to let their darknesses 
accumulate as more regions overlap, as shown in the code below and in Figure 11. 

<g  stroke-width="5" stroke="black" fill-opacity=".4" 
fill="black"> 
<circle cx="240" cy="60" r="50" /> 
<circle cx="290" cy="60" r="50"  /> 
<circle cx="265" cy="95" r="50"  /> 
</g> 

 
Fig. 11. Superimposition of partially opaque, simply shaded regions. The SVG version of this 
may be seen at http://cs.sru.edu/~ddailey/svg/opacity3.svg. 

The problem with shading in this manner is that while it helps to differentiate “par-
ent” regions from “child” regions, it does not help us distinguish things of the same 
generation. In SVG, objects maintain a stacking order from first to last declared. That 
is, two ovals, one magenta and one yellowgreen, and both 40% transparent, will not 
look the same, as in Figure 12. Thus, SVG imparts a bit of three dimensional asym-
metry to its two dimensional objects. 

 
Fig. 12. Effects of stacking order and opacity on appearance in SVG. SVG version may be seen 
at http://cs.sru.edu/~ddailey/svg/opacity2.svg. 
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Figure 13 investigates some combinations of color values and opacity values that 
seem to yield diagrams that are at least hint at satisfying principles 9 and 10. The 
obvious conclusion here is that the choice of colors and opacity values is somewhat 
critical toward producing a pleasant design, but it is not altogether obvious as to what 
might work. This is in part due to the fact that human color perception is complex. 
While most people have three differentially sensitive cones in the retina, some (main-
ly males) have only two, and some (mostly women) have recently been shown to have 
four. And while we are a predominantly trichromatic species at the level of the retina, 
we tend to be tetrachromats in the occipital lobe. Different cultures have differing 
numbers of primary color terms, though the boundaries between the primaries tend to 
coincide. Yellow is perceptually different than other primary or secondary colors and 
distance as calculated between two colors RGB values is not a good predictor of their 
perceptual distinctness. Couple all this with differing gamma curves for different 
monitors and the world of color is more complex than it might, at first glance, appear 
to be. Figure 13 also begins to raise and experiment, just a bit, with the interactions of 
labels and the regions underneath. Clearly, labels of regions must retain legibility, and 
that means that color contrasts must in some way be maximized, adding one more 
“readability” criterion to the Aesthetic Criteria already discussed. 

 
Fig. 13. Several differing color values offered to regions by varying the colors, opacities, and 
filtered combination of the original curves. (The original vector-based SSVG file can be found  
at http://cs.sru.edu/~ddailey/svg/V9.svg). 

As mentioned earlier, SVG also has the ability to use filters to allow, among other 
things, the interaction of colors to be more precisely controlled, or to allow the inter-
sections of regions to be precisely targeted. In Figure 14, one can observe that higher 
inter-region color differences can be promoted by either using multiplicative or 
screening filters (top left and top center) or by using compositions filters to choose 
specific regions and, to it, apply any chosen color whatsoever. That is, in browsers 
that support advanced filters (currently only the Adobe plugin for Internet Explorer, 
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and Opera support these particular effects, though this is likely to change soon for 
both Firefox and Internet Explorer) we may exercise complete control over the col-
oration of the regions of a diagram, making the question of how to choose these col-
ors all the more relevant.  

While color is certainly a salient dimension of visual perception, it is not the only 
way to assign personality to shapes in SVG. Figure 14 shows several approaches us-
ing shapes and textures rather than just color to do so. These examples give rise quite 
naturally to a large set of complex questions about the distinguishability of various 
pattern glyphs, particularly in the context of multiple markings coalescing within 
regions that share features of two or more parent sets. That such information could be 
conveyed through tactile perception rather than through color, is a rather intriguing 
notion. While the meaningful primitives of color perception are relatively well stud-
ied, how might we most sensibly combine shapes in the manner? Is there a possibility 
of optimization is so complex a realm?  

 
Fig. 14. Using SVG <pattern> to fill overlapping regions so as to preserve family traits. The 
SVG example can be studied at http://cs.sru.edu/~ddailey/svg/V12.svg. . 

6 Conclusion 

Interrelations between the technology of drawing and the aesthetics of diagrams have 
certainly occurred since the early days of printing. The progression from engraving to 
half-tones to photography, color printing and web-based vector graphics has been a 
fascinating one. An interdisciplinary topic such as how best to portray the fundamen-
tal inclusion relations among a set of concepts is a topic as old, no doubt, as philoso-
phy. SVG offers promise to those engaged in these studies, across many disciplines 
since the language offers both succinctness of expression, broad and growing stand-
ards support, and access to high level tools such as CSS, JavaScript and server-side 
web tools. At the same time, maximizing control over our diagrams can, in some cas-
es, require some of the most advanced features the language has to offer. Browser 
support for some of these features remains spotty, but shows continual improvement 
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with new energy coming from major computing corporations as more parts of the 
SVG specification are implemented and as the specification itself shows very active 
growth and development. 
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